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Introduction 

3D representation of imaging data requires storage, 

reslicing, and graphical rendering with proper surface 

and lighting. This lab explores these stages of computer 

graphics in a software written in C++, analyses their 

features, and discusses the design considerations at 

various stages.  

Results  

Familiarisation with the visualisation software 

The software was explored and the age of the patient 

was deduced to be 7 years old because of the presence 

of permanent teeth under many primary teeth, but not 

all, shown in Figure 1. This indicated that the kid should 

already started tooth eruption.  

Figure 1. Tooth eruption in the CT model 

Reslicing  

The reslicing algorithm displays a specific plane of the 

image. To do so, it must first extract raw data from the 

original voxel and when the plane does not exactly 

overlaps with the original voxel, the displayed image 

needs to be calculated from interpolation. The nearest-

neighbour reslicing algorithms for x-z and y-z planes 

were implemented in Code 1 by fixing one coordinate, 

iterate through the other two coordinates and take the 

data stored in the nearest slice as the data displayed. The 

main difference between the two planes is that while 

data index increment by 1 in x-z plane, it increments by 

volume width in y-z plane, as shown in Figure 2. 

 
Figure 2. Illustration of reslicing along y-z plane 

The nearest-neighbour and linear interpolation result 

are compared on both the synthetic data and the CT data. 

it was observed that linear interpolation results in 

smoother edges than the nearest-neighbour result, as 

shown in Figure 3.  

This is because linear interpolation fill reslice pixels by 

summing data pixels of neighbouring slices weighted by 

the distance of the reslice pixels from each slice. In 

contrast, nearest neighbour sets the reslice pixel 

exclusively to the data slice nearest to the reslice plane, 

giving a pixelated look, as shown in Figure 1.  

 
Figure 1. Illustration of nearest-neighbour (top) and linear (bottom) 

interpolation 

Factors affecting the selection of suitable algorithms 

include a balance between speed, fidelity to original 

data, and smoothness. Nearest-neighbour algorithms 

can be calculated faster than linear interpolation, but 

with a reasonably size data and modern computational 

resources, this difference is not very significant. In 

terms of fidelity, nearest neighbour uses only the 

original pixel intensity, but other interpolation methods 

estimate a new intensity to smoothen the images. The 

attempt to smoothen the images may result in certain 

artefacts. Therefore, nearest-neighbour may be 

considered to have higher fidelity especially if the 

voxels are small. However, in most cases, smoother 

images are preferred, which lead to the wider 

Figure 3. Comparison between linear (left) and nearest-neighbour 

interpolation. 



employment of linear and other interpolation methods 

like B-spline interpolation.  

Surface Analysis  

Before constructing 3D models, surfaces must first be 

extracted from the imaging data in three steps: 

segmentation, interpolation, and triangulation. With 

clean data in this lab, segmentation can be done by 

setting an intensity threshold and labelling pixels 

exceeding the threshold as bone. After segmentation, 

interpolation produces surface contours at a user-

defined resolution and triangulation represents the 

surface as a closed mesh of triangles for graphical 

rendering.  

 

With triangular meshes, properties of the mesh, such as 

the volume and surface area of the segment can be 

calculated by equations below.  

Vi =
1

6
 ci  ⋅ (ai  ×  bi) (1),  𝑉 = ∑ 𝑉𝑖 (2)

𝑖

 

The equations are justified as follows: Equation (1) 

calculates the volume of the tetrahedron formed by the 

triangle and the origin. 𝐴 =
1

2
(𝐚𝐢  ×  𝐛𝐢) gives the area 

of the triangle and 𝑉𝑖 =
1

3
(𝐴 𝐜𝐢) gives the volume. 

Equation (2) calculates the total volume by summing up 

the volume of all tetrahedra. By consistently defining all 

vertices in an anti-clockwise manner, triangles with 

normals pointing towards the origin have a negative 

volume. Therefore, Equation (2) effectively subtracts 

the volume of tetrahedra formed by triangles facing to 

the origin from the volume of tetrahedra formed by 

triangles facing away from the origin. This obtains the 

volume of mesh formed between triangles. The code 

implementation is in Code 2. 

 
Figure 2. Model with appropriate threshold and resolution (top left), 

and artefacts dud to low resolution (top right), high threshold 

(bottom left), and low threshold (bottom right).  

The surface depends on both the threshold and 

interpolation resolution i.e., size of triangles, as shown 

in Table 1.  Number of triangles, surface area (cm2) and 

volume (ml) of synthetic and CT data at different 

thresholds . It can be observed that interpolation 

resolution and intensity threshold have a negative 

correlation with number of triangles, surface area, and 

volume. This can also be observed visually in Figure 2: 

as the size of triangles decreases, a smoother image 

surface is shown in both the CT and synthetic data. Yet, 

when the size of triangles was further decreased, ripples 

were observed on the expected smooth surface, as 

shown in Figure 3. This is caused by many triangles 

indicating small variations in the voxels. Decreasing 

threshold can result in an increased surface area and 

volume due to inclusion of more noise. It can also select 

clearly segmented areas, such as the smiley face in the 

spherical head.  

 

However, it should be noted that at a fixed threshold, 

both the surface area and volume converge as the size 

of triangles decreases at ½ ratio. This indicate that while 

threshold is important at determining the structure of the 

segment, the resolution has a less significant effect once 

it is above a certain threshold.  

 

Table 1.  Number of triangles, surface area (cm2) and volume (ml) 

of synthetic and CT data at different thresholds 

Resolution  10 5 2 1 

Synthetic data with intensity threshold at 254 

# triangles  482.0 814.0 3262.0 13152.0 

Area 14.8 27.2 29.7 30.3 

Volume 0.9 3.7 4.4 4.5 

Synthetic data with intensity threshold at 127 

# triangles  5074.0 20364.0 81888.0 331146.0 

Area 698.7 701.3 705.7 713.1 

Volume 1733.8 1740.0 1742.4 2743.4 

CT data with intensity threshold at 20 

# triangles  28774.0 80932.0 300976.0 1162300.0 

Area 2429.0 2375.9 2435.4 2455.7 

Volume 493.8 611.0 621.6 622.0 

CT data with intensity threshold at 10 

# triangles  27504.0 75782.0 293662.0 1147802.0 

Area 2450.0 2364.6 2420.9 2434.2 

Volume 595.7 686.5 692.8 692.9 

 

 

This section of the lab highlights the different design 

considerations when dealing with surface extraction. 

We will discuss here the factors influencing choice of 

intensity and resolution. One key factor to consider for 

the intensity threshold is the type and quality of data. In 



this lab, the only material is bone. This allows for a 

straightforward selection of threshold that allows for 

clear delineation. However, when there are other tissues 

present in full-body scan, multiple thresholds may need 

to be set for different materials. Besides, if the data 

contains a lot of noise, we may need a higher threshold 

to avoid artefacts in the image produced. Image-

modality is another consideration. In ultrasound which 

depicts relative changes in acoustic impedance, a 

relative threshold, rather than a hard threshold in this 

case of CT, may need to be used.   

 

A higher resolution means more triangles are rendered 

per unit time, which will increase computational load as 

well as storage requirement. When deciding the 

interpolation resolution threshold, we should weigh 

between computational load and rendering details. 

Furthermore, if the original voxel resolution is low, 

having a high resolution at interpolation may result in 

the ripple artefacts as observed in Figure 3.  

 
Figure 3. Artefacts observed due to high resolution. 

Another factor to consider is the storage schemes. The 

original method stores triangular mesh by storing the x, 

y, z coordinates of each vertex and the three vertices of 

each triangle. As it takes 8 bytes to store doubles in C++, 

one triangle will require 72 (=3x3x8) bytes to store. The 

second method stores all vertices as doubles in an array 

but represent each triangle as three integer indices of the 

array. This has two storage-savings. First, each integer 

only takes 4 bytes of memory, so one triangle only takes 

3*8 (vertices) + 3*4 (indices) = 24 + 12 = 36 bytes of 

storage. Second, as triangles share vertices with one 

another, this removes the duplication of vertex storage. 

The second scheme resulted in significant storage 

saving than the first scheme when applied to Figure 6 of 

the handout, as shown in Table 2. 

Table 2. Storage requirement of meshes as calculated under two 

schemes. Mesh A: 6480 triangles, 3264 vertices. Mesh B: 1892 

triangles, 961 vertices 

Mesh Scheme 
1/Bytes  

Scheme 
2/Bytes  

Ratio 1:2 

A 466560  156096  2.99 

B 136224 48768  2.79 

 

OpenGL Modelling and Viewing  

A viewing transformation was set up for the fly-through 

view with a mobile light, as implemented in  Code 3. 

Testing this gives the user a more realistic perspective 

of the software, shown in Figure 4. Implementation of 

mobile lighting (left) in contrast with static lighting 

(right). The frames per second was at 3020 fps with a 

zoom-ed in view of the surface made up of 83100 

triangles. By switching the skull out of the view, the 

number of triangles to be rendered decreases, and the 

frame rate increases to about 4015. When the “show 

surface” function was turned off, the frame rate further 

increased to 6189. The polygons rendered by second 

can be calculated by multiplying the number of triangles 

rendered with the frame rate. A polygon per second of 

2.5 x 108 was obtained when using all graphics hardware 

and of 3.0 x 106 when using only CPU.  

 

 

Figure 4. Implementation of mobile lighting (left) in contrast with 

static lighting (right) 

Conclusion  

This lab has explored different interpolation algorithms 

in producing reslicing data as well as the effect of 

intensity threshold and resolution on triangular mesh. 

Model fidelity and performance were two main 

considerations when making the design considerations. 

In addition, the user experience was improved through 

the implementation of the fly-through and mobile 

lighting. The performance of the software on different 

computing hardware was also investigated. Overall, it 

provides a comprehensive review of the computer 

graphics pipeline from backend data storage to frontend 

interactivity. The opportunity to implement and 

evaluate concepts learned in lecture, as well as the 

discussions in the lab itself, has been a very enriching 

journey. 

  



Appendix  

Code implementations  

{ 

  int x, z, nearest_slice, data_index, reslice_index; 

  reslice_index = 0; 

  for (z=0; z<VOLUME_DEPTH; z++) { 

    nearest_slice = round(z/SLICE_SEP); // calculate the nearest slice to 

current z  

    data_index = y_reslice_position *VOLUME_WIDTH + 

nearest_slice*VOLUME_WIDTH*VOLUME_HEIGHT; // for the nearest slice and given 

y, calculate the data index for the x row  

    for (x=0; x<VOLUME_WIDTH; x++) { // copy pixel from data[data_index] to 

reslice_image[reslice_index] 

      xz_rgb[reslice_index++] = MapItoR[data[data_index]]; 

      xz_rgb[reslice_index++] = MapItoG[data[data_index]]; 

      xz_rgb[reslice_index++] = MapItoB[data[data_index]]; 

      data_index += 1; //increment 1 to increment 

    } 

  } 

} 

 

{ 

  int z, y, nearest_slice, data_index, reslice_index; 

  reslice_index = 0; 

  for (z=0; z<VOLUME_DEPTH; z++) { 

    nearest_slice = round(z/SLICE_SEP); 

    data_index = x_reslice_position + nearest_slice*VOLUME_WIDTH*VOL-

UME_HEIGHT; 

    for (y=0; y<VOLUME_HEIGHT; y++) { 

      yz_rgb[reslice_index++] = MapItoR[data[data_index]]; 

      yz_rgb[reslice_index++] = MapItoG[data[data_index]]; 

      yz_rgb[reslice_index++] = MapItoB[data[data_index]]; 

      data_index += VOLUME_WIDTH; // increment to next row to increment y  

    } 

  } 

} 

 
  
Code 1. Implementation of reslicing algorithms for nearest 

neighbour 

 
{ 

  point crossproduct_ab; // initiate a point to store cross product  

  double v_triangle = 0, volume = 0; 

  for (int i=0; i< n_tris; i++) { // iterate through all triangles to apply 

equation 1 

    crossproduct_ab.x = tris[i].a.y * tris[i].b.z - tris[i].a.z * tris[i].b.y; 

    crossproduct_ab.y = tris[i].a.z * tris[i].b.x - tris[i].a.x * tris[i].b.z; 

    crossproduct_ab.z = tris[i].a.x * tris[i].b.y - tris[i].a.y * tris[i].b.x; 

    v_triangle = (crossproduct_ab.x*tris[i].c.x + 

crossproduct_ab.y*tris[i].c.y + crossproduct_ab.z*tris[i].c.z)/6;   

    volume += v_triangle; // apply equation 2 

  } 

  volume = fabs(volume); 

  return(volume); // return absolute value of the volume  

} 
 

 
Code 2. Implementation of the surface rendering algorithm 

    const GLfloat top_right[] = {1.0, 1.0, 1.0, 0.0};  

    const GLfloat straight_on[] = {0.0, 0.0, 1.0, 0.0}; 

 

    if (mobile_lights) { //set light with view coordinates 

      glLightfv(GL_LIGHT1, GL_POSITION, top_right); 

      glLightfv(GL_LIGHT1, GL_POSITION, straight_on); 

      glRotatef(heading, 0, 1, 0); 

      glTranslatef(offset_x, 0.0, offset_z); 

    } 

    else { //set light with global coordinates 

      glRotatef(heading, 0, 1, 0); 

      glTranslatef(offset_x, 0.0, offset_z); 

      glLightfv(GL_LIGHT1, GL_POSITION, top_right); 

      glLightfv(GL_LIGHT1, GL_POSITION, straight_on); 

    } 
 

 
Code 3. Implementation of fly-through mode and mobile light 

timing
Placed Image


