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1 Introduction
Computer tomography is an important imaging technology used in many specialities of medicine. It also
helps other imaging modalities like Positron Emission Tomography to achieve attenuation correction. In this
project, we started by building a CT simulator and investigated the parameters controlling the resolution,
noise and dose trade-off. Next, we applied the simulator to a clinical case critical to the COVID-19 pandemic
- lung transplantation. Lung transplantation is the only option for some patients with severe, long-lasting
COVID-19 associated acute respiratory distress syndrome to survive[1]. CT imaging is often used during the
hospitalization of COVID-19 patients for monitoring of pneumonia, and can thus be easily re-deployed for
transplantation planning.

We designed our case around an action figure, Action Man. Using Action Man’s raw data acquired in
the Xtreme CT scanner, we reconstructed high-resolution DICOM files and visualised them using various
techniques in multiple software. We also explored a range of CT data and visualization techniques for the
lung. The segmented 3D models of lung and Action Man from visualization were modified and 3D-printed
so they could be assembled together. I was involved in all stages of the process but focused primarily on
visualization.

2 Reconstruction
2.1 Reconstruction algorithm
The reconstruction process is largely similar to that in the interim -report, requiring back-projection of
the provided raw data (sinogram) followed by fast-Fourier transform, calibration, filtering, and conversion
to Hounsfield units. fan_to_parallel was required to generate parallel beam sinogram from cone-beam
results. A few techniques have helped develop and debug the function. The most important technique is to
test the results against our expectations, based on our knowledge of the simulator and Action Man. This
allows us to clip the regions with -1 attenuation coefficients and utilize the caxis argument to visualise when
there is high contrast and only a disc can be seen. Similarly, we also found a bug when the Action Man’s
head showed up with a lower attenuation coefficient than air.

At the end of the reconstruction, we also implemented a cropping algorithm to remove the pixel data
outside a certain radius. This removes the container surrounding the Action Man for easy visualization, as
the container shares similar attenuation coefficients as parts of the Action Man. An alternative is to use the
scissor function in the 3D slicer, but the implemented algorithm has the advantage of speed and ease of
use.

2.2 Parallel beam assumption
Xtreme CT is the third generation CT with X-rays arranged as a fan scan. As a result, the slices in the
z-direction were cone-beam and not parallel. We decided to measure how much error it would cause should we
use a parallel reconstruction algorithm implemented in our simulator. This can be investigated in two parts.
First, we are interested in the similarities of the reconstructed slices. By investigating the xtreme.py file, we
found the fan to consist of 41 slices. Thus, if we reconstruct all the raw files, we would expect the difference
between slices generated by the same fan to be relatively constant and smaller than the differences between
slices generated by different fans, assuming the shapes are similar. To measure differences quantitatively, we
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used structural similarity index measure (SSIM)1 and mean squared error (MSE) 2 to measure the differences
between every two consecutive images. From Fig [1a], We observed that there is consistent SSIM across one
fan (between the dotted lines), one dip when the two consecutive slices from two fans were compared, and
one large gap in SSIM for every 41 slices. We also observed that MSE is relatively constant across all slices
except for the consecutive slices from two fans.

We also noted that across each fan (i.e. between dotted lines), the SSIM generally decreases. We thought
this is rather interesting, and we hypothesized this should be due to the model-dependent geometry (i.e. it
is possible to observe a different pattern for a different CT model) rather than the possibility that structural
similarities generally decrease across the slices of the same fan of XtremeCT. Two pieces of evidence supporting
this conclusion are that first, the MSE is flat across the slices of the same fan; second, the decrease across
the fan is not observed for the first fan.

Next, we investigated the artefacts using visualization software. Here, we would expect any artefacts
to occur every 35 slices because the reconstruction skips 3 slices at both ends of each fan with 41 slices
(skip_scans). This is indeed what we have observed in Fig [1b] in both re-slicing and volume rendering.
Overall, we noted that these artefacts do not affect the shape of the printed model much and the artefacts
are barely visible when printed-out. Thus, we decided to proceed without correcting for these errors.

2.3 Reflection on the advantages and limitations of CT data
The interim report discussed the trade-off between speed, dose, resolution and the parameters affecting them.
In general, as compared to other 3D medical imaging technologies, CT is much faster than MRI and safer
than nuclear imaging. On the other hand, as compared to MRI, CT has a higher radiation dose, which
discourages its use in certain populations like ladies during pregnancy. Besides, similar to a winner’s curse,
the effectiveness of CT in visualizing the body may have contributed to the misuse of CT in situations
where physical examinations and careful history taking could have sufficed. Besides, CT itself is sometimes
insufficient to provide functional data (e.g. oxygen saturation) and other tests will be required for a full
diagnosis.

On the engineering side, we noted that the acquisition and reconstruction of CT data involves a few
transforms (e.g. Radon Transform, Fast-Fourier Transform). The discrete nature of computation requires
a careful design choice of beam number, and interpolation algorithms, as deliberated in the interim report.
These parameters are often tuned well for standard applications in medical imaging but may require some
careful engineering when new generations of CTs are developed, or the current CT machines are redeployed
for novel applications. We note that reconstruction time has been a limiting factor in our project, but this
can be potentially optimized by using a low-level compiled language and multithreading.

Overall, the rich information that CT provides in a relatively short time has made CT data a pillar in
the emerging field of radiomics. Here, the quantitative features from radiological imaging are used for wide
applications, including tumour characterization and prognosis.

3 Visualization
Seeing is believing. After reconstruction, we need to investigate the effects of reconstruction and build a
3D model for printing. This involves the processing of the reconstructed DICOM files as well as acquiring
CT data containing the lung. We explored a few resources for chest CT data, including the Ositrix DICOM
image library, but found many to include pathological lungs unsuitable for transplant. We decided to use the
chest CT sample data from the 3D slicer library to proceed.

1SSIM is a metric that takes into account the structural similarity but discounts the overall intensity difference. This is
done by calculating three variables from mean, covariance and covariance: luminance, contrast, and structure and taking the
weighted combination of these three.

2MSE measures the pixel intensity difference
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(a) Structural Similarities Index (SSIM) and Mean Squared Error (MSE) between adjacent slices.

(b) Artefacts in 3D model (left) and x-z plane (right). The two images do not correspond to the same
structure. They are chosen based on the high visibility of the artefacts

Figure 1: Errors caused by the parallel beam assumption

3.1 Volume rendering
Volume rendering is a powerful technique commonly used in medical imaging, and we found it to be a
convenient tool to visualise the DICOM data initially. One intuitive way to understand volume rendering
is to draw analogies with the mechanisms of CT. An imaginary ray passes through the voxel array and is
attenuated according to the values stored in each pixel, by the following equation:

Iout
λ = I in

λ + cλα
(
1 − αin )

αout = αin + α
(
1 − αin )

Since each pixel only stores one value, the operator must decide which colour should be assigned to which
value, in this case, the Hounsfield unit of the reconstructed CT image. For medical imaging, a 3D slicer
provides useful presets (containing transfer functions) that map typical body tissues’ Hounsfield units to
their respective colours and opacities, as shown in Fig [2].
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(a) With preset for bones (b) With preset for lung (c) With preset for X-ray

Figure 2: Volume rendering of chest images provides a range of clinical applications

3.1.1 Evaluation of volume rendering

Volume rendering is a very impressive technique that allows quick visualization of the body tissues of inter-
est. For our lung transplant application, the doctor can check for an incision point in the bone (Fig [2a]),
accumulation of fluid in the lung (Fig [2b]), and a 3D view of the X-ray (Fig [2c]) by easily switching between
different presets.

However, volume rendering also has limitations. The convenient presets are only available for medical
imaging data. Unfortunately for us, the developers of 3D Slicer did not imagine Action Man as a potential
medical case and built presets for this. Thus, when visualising Action Man, artefacts are visible under the
default setting (Fig [3a]) and have to be adjusted via the Advanced panel for useful visualization (Fig [3b]),
which proved to be a useful exercise discussed later in Section 3.1.2.

Besides, volume rendering does not generate surfaces or 3D models useful for a later stages of the surface
rendering pipeline, as it simply visualizes every single point in the voxel without deciding on the threshold for
the surface. Thus, while volume rendering is helpful for an initial impression of the dataset, it is necessary to
explore other methods. A further caveat with volume rendering is that it can be computationally expensive.
I have to rely on the desktops in Design Project Office because my laptop lacks a dedicated Graphics card
and lags for volume rendering.

3.1.2 Parameters affecting quality of volume rendering

We next studied the parameters that affect the quality of volume rendering. We first investigated resolution
of DICOM files. Intuitively, we would expect the high-resolution DICOM files to have a better quality as
compared to those rendered from low-resolution DICOM files. This was indeed what we have observed. We
found that the volumes rendered from low-resolution images (Fig [3d]) to have ambiguous landmarks of the
face and circular artefacts as compared to high-resolution images (Fig [3c]), with differences most significant
in the ear.

Next, we investigated the interpolation methods. Interpolation is required because some voxels can
be missed when we only have a finite number of rays. Thus, due to sampling, even if the sampling spacing
is 1 voxel width, it can still lead to voxels being missed. Simulated rays along the axis of the voxel grids are
special cases that do not require interpolation Fig [3g].

Two methods are implemented in the 3D slicer: nearest neighbour interpolation assigns the current pixel
value to the value of the nearest pixel; linear interpolation calculates a weighted average of surrounding pixels.
From our work in the Interim Report, we would expect linear interpolation to generate a smoother surface
and fewer artefacts than nearest neighbour, which was indeed what we observed (Fig [3c] and Fig [3e]).

We noted that the Phong reflection model was used in the volume rendering. This model considers
ambient, diffusive and specular components in a reflection (Equation 1). In particular, the diffusive component
is determined by the angle θ between the light source direction L and the surface normal N. When using
the same preset of low-resolution DICOM file (Fig [3d]), the high-resolution DICOM file generates much
brighter image that is hard to compare (Fig [3f]). We found that lowering the diffusive light is most effective
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(a) Default volume rendering (b) Adjusted volume rendering (c) High resolution volume rendering

(d) Low resolution volume rendering (e) Nearest neighbour interpolation (f) High diffusion coefficient

(g) Requirement for interpolation in volume rendering. Dark squares indicates missed voxels

Figure 3: Volume rendering of Action Man and parameters affecting volume rendering

5



Figure 4: Reslicing allows visualization on multiple planes

for lowering the brightness of reflection for analysis (Fig [3e]). This is potentially due to the high diffusive
coefficient kd in volume rendering.

Iλ = cλIaka + fattIp (cλkdL.N + ks(R.V)n) (1)

3.2 Reslicing
Reslicing enables 2D visualizing along the x-z and y-z plane, even though the data was provided on the
x-y plane (Fig [4]). We found this to be most helpful when trying to visualize the Action Man CT data.
This is because it is rather unnatural to visualize models along the transverse (x-y) plane (i.e. top-down or
bottom-up) and we are more used to looking at humanoid structures along their coronal (x-z) or sagittal
(y-z) planes. One functionality that 3D slicer provides to make the visualization even more convenient is
the ability to trace structures across different planes by pressing shift while moving the cursor. Thus, as the
cursor moves along the x-z plane, the depth of the x-y and y-z planes will change with the cursor.

3.3 Segmentation algorithms
Segmentation and surface rendering were the most challenging but also most rewarding parts of visualization.
This step generates a polygon mesh along the boundaries of voxels with certain threshold intensities. This
allows us to define structure isosurfaces in the volume data. It is applicable in CT because the intensity
corresponds to the properties of the structures (attenuation coefficient).

3.3.1 Slice-based methods and thresholding

3D slicer provided many functions for segmentation: for example, draw and paint allow users to outline
the structure in each slice; level tracing automate outlining at a slice level by picking the pixels with
the same intensity as the chosen pixel; threshold labels all pixels in all slices with the intensity within the
lower and upper threshold. We found that slice-based segmentation will be very tedious to go through, and
thresholding is not precise enough because in both chest and Action Man CT, many structures have similar
attenuation coefficients. Thus, we explored other segmentation algorithms outlined below.

3.3.2 Grow from seeds

Grow from seeds, also known as region growing, is a pixel and region-based image segmentation method.
The user interface requires users to indicate the "seeds" in the tissue and background of interest (two colours
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(a) Grow from seeds (b) Lung mask (c) Segmented lung with thin trachea

Figure 5: Segmentation algorithms allow for easy extraction of lung model

in Fig [5a]) and it is recommended to do so on multiple planes and slices. It works by first estimating the
distribution of the tissue of interest by using the statistics (mean and standard deviation) of the neighbouring
seed points. The algorithm then segments by marking voxels that are next to the seeds and in the distribution.
This process iterates by redefining the distribution with the new labelled pixels and labelling new neighbouring
pixels. What I find most interesting about this model is that while the first iteration is most precise, as it
only relies on user-defined seeds, the model confidence is lowest then and monotonically increases with an
increasing number of pixels in the distribution.

3.3.3 Automated segmentation

3D slicer contains Chest Imaging Platform with a suite of tools related to the lungs, including tracheal
stent planning and inspection of airway obstruction. The tool most useful to us is the interactive segment
tool, where a mask of the lung is first created and a segment can be generated from the mask (Fig [5b]).

We also investigated a lung CT segmenter developed for the COVID-19 pandemic. By studying its
source code in detail, we noted that the tool segments through 3D-slicer’s built-in threshold and grow from
seeds function with pre-defined but modifiable thresholds. It also uses segment statistics to calculate the
quantitative features of the structures, such as the volume of the lung. I calculated the lung volume to be
around 7600 ml in total.

3.3.4 Evaluation of segmentation algorithms

The main challenge with segmentation is dealing with other structures with similar intensities. This could
be either noise or body parts that we do not wish to segment. There was also considerable difficulty in
segmenting the lung using the manual methods because the tissue we need to segment is the very thin pleura
between muscles and air. This means the non-automated segmentations algorithms often need more denoising
and smoothing of the surface, as described in Section 3.4. Overall, I find it exciting that basic segmentation
tools can be wrapped in python scripts to provide an easy user interface for specific clinical applications.

3.4 Smoothing surfaces
One caveat caused by thresholding is partial voluming, where the voxels representing a certain tissue are not
captured by the thresholding because the voxel value has to be averaged with other materials in the same
voxel. There are morphological operators available to address this issue. The erosion operator replaces
the pixel value with the minimum of the neighbouring pixels and the dilation operator replaces the pixel
value with the maximum of the neighbouring pixels. The neighbouring pixels are defined by the masks
used. Erosion and dilation are often performed together, one following the other, to ensure the size of the
object does not change drastically after the operation. 3D slicer offers two options, with opening performs
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(a) Original thresholding (b) Opening reduces noise (c) Closing reduces gaps

(d) Median Kernel (e) Gaussian kernel (f) Gaussian kernel zoom

Figure 6: Smoothing algorithms helps with removing artefacts but can also reduce model details

erosions before dilations, and closing performs dilations before erosions. Opening is thus helpful for removing
extrusions and closing for filling sharp corners and holes. There are also other kernel-based methods, with
the Gaussian kernel (6e) being stronger than the Median kernel (6d), but also tend to remove more details,
as seen from the reduction in facial details (Fig [6f]).

3.5 Comparison between software
We have explored a few visualization software in the course of the project. In particular, MicroDicom is a fast
DICOM viewer but unsuitable for 3D rendering. Osirix is a powerful viewer but requires a full subscription
for many of its features. Paraview and ImageVis3D’s volume rendering are powerful but restricted in their
functionalities in segmentation. In particular, I really like Stradview’s intuitive user interface and ease of
operation when segmenting the torso of the Action Man. 3D Slicer was used to generate figures in this report
because it is portable across platforms and two of my group members use MacOS.

4 Modelling
4.1 Refinement of 3D models and decimation
We tried Autodesk Meshmixer for denoising mesh files and Fusion 360 for surface manipulation, after deci-
mation in the 3D slicer. Decimation refers to the process of decreasing the number of triangles by simplifying
redundant meshes. Vertices on the edges of the features, boundaries and non-manifolds are first preserved
to retain the most important structures of the mesh. Other vertices are removed if removing them only
introduces small potential errors. Retriangulation is then performed using schemes like edge collapse. Ulti-
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(a) Before decimation (b) After decimation (c) Decimation effect compared

Figure 7: Decimation of chest CT data speeds up computation without lossing much details

mately, this produces a mesh where surface accuracy is retained. The triangle size will be small in places
with fine details but large elsewhere. This reduction in the number of triangles speeds up the computation
in many cases, especially when removing the noise of the Action Man. We attempted a few algorithms in 3D
slicer, including FastQuadric, Quadric and Decimate Pro. We noted that the differences generated by these
algorithms as compared to the original model are visually indistinguishable (Fig [7a] and Fig [7b]), except
when one overlaying one model over the other (Fig [7c]).

The implementation of decimation in 3D slicer reinforces my understanding of the stages of surface
rendering. Decimation can only be done to model objects, hence requiring the export of segmented data to
models before this step can be performed.

4.2 Preparation for 3D printing
A few design decisions need to be made in Ultimate Cura before 3D printing. Breaking down the Action
Man and lung model into individual components reduce the need for support materials. The orientation of
the model and choice of base has a significant effect on the stability of the print-out. The shape of the
model also matters: because the trachea is long and thin Fig [5c], it destabilizes and recoils when we attempt
to print it at a small scale. To ensure stability, it is recommended to stay with the print until the first few
layers have been built. We noted that infill and speed of printing also has an impact on the stability and
resolution of the printing. These factors can influence the time and cost of the printing. Hence, it is worth
investing some effort to fine-tune the settings. We first printed TPU at 7% scale but it was lacking details,
and the support is hard to remove. Therefore, we adjusted the settings and printed a decent result with
PLA at 11% scale. This first-hand printing experience has been very valuable, as I have understood factors
affecting stability and resolution that no modelling software or bookwork could have predicted.

With more time, it would be very interesting to explore materials like thermoplastic elastomers, which are
made of plastic and rubber. Its flexibility could give the lung a more realistic feel. High Impact Polystyrene
(HIP) is a dissolvable support material and could be potentially used for our trachea print to increase its
stability and make the removal of support material much easier.

4.3 Use of 3D printing for medical data
This was the first time that I used a 3D printer and I was very impressed by its ease of use. A wide range
of medical data, including patient and device CT data, can be used for 3D printing. This will be helpful in
applications like surgery planning, as shown in the Mayo Clinic [2, 3]. 3D printing allows a user to generate
the physical model directly from a 3D model, without the need for moulding and manufacturing from raw
materials. This usability can be crucial for medical practitioners without much if any, manufacturing
experience. It also allows for quick deployment at the bedside without the need to go through a remote
manufacturer. Although we are printing plastic models, the flexibility of the 3D printer allows biomaterials
to be printed, hence opening a wide range of applications such as tissue scaffolds. As 3D printing is still
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Figure 8: Ultimate Cura workspace simulates the print after scaling, orienting of the model and choosing
print settings. Image provided by E. D.

a relatively new technology, there are some potential caveats to its use. One of them is the scalability of
current 3D printers. Although the printing of small models is relatively fast, the printing of large models can
be restricted both by the size of most current commercial 3D printers and time.

5 Reflection on group work
Although we only got to know the group members during the project, we worked really well together.
Arguably, the most challenging aspect of this project is the development of algorithms for the simulator and
reconstruction, but this rigour is also where the learning comes from. It is fortunate that we can work in a
group and each can contribute to the algorithms and learn from others, with Eva being the first to develop
the Ram-Lak filter, Archie the noise simulation and me the back-projection. One challenge to organise the
group is to work around the respective second project we are responsible for. Fortunately, we aligned our
priorities and deadlines so that the whole group can focus on CT during the third week of the project month.

6 Conclusion
In this project, we have implemented a CT simulator and applied the simulator for the reconstruction of
Action Man raw CT data. We have analyzed the properties of reconstruction and the techniques affecting
the quality of visualization. A 3D printer was used to materialize the result of modelling and a lung transplant
surgery was simulated on the Action Man. It is really exciting to use the understanding and software that we
have built over the first half of the project for a real-world application. Overall, it has been a very enriching
experience to understand more about CT’s mechanism and its applications with a vibrant group.
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