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Abstract
Classification is a pivotal machine learning algorithm with applications including medical diagnosis and

automated driving. This report investigated classification of a 2-dimensional dataset using linear logistic
regression with both original input and input transformed by radial basis functions (RBF). The algorithm
was optimized through gradient descent on the log-likelihood of the training set and the performance was
evaluated on the test set. At width of 1, the RBF achieved the best performance with F1 score of 0.91,
better than the original input. Other widths of RBF produced suboptimal results.

1 Introduction
From medical diagnosis to automated driving, classification is a widely used algorithm in many fields. This
report aims to develop and investigate the utility of linear logistic regression on a 2-dimensional dataset of
2 classes of data, separated by non-linear decision boundaries by visual inspection. The algorithm will be
optimized through gradient descent on the training data. The log-likelihood, confusion matrix, and F1 score
will be used to evaluate its performance. The algorithm is expected to output probabilistic boundaries, from
which a cut-off of 0.5 will be chosen for metrics such as confusion matrix to be calculated. Radial basis
functions will be investigated to transform the input data to higher dimensions. The effect of widths of the
radial basis functions will be investigated.

2 Exercise a)
In this exercise we have to consider the logistic classification model (aka logistic regression) and derive the
gradients of the log-likelihood given a vector of binary labels y and a matrix of input features X. The gradient
of the log-likelihood can be written as
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3 Exercise b)
In this exercise we are asked to write pseudocode to estimate the parameters β using gradient ascent of the
log-likelihood. Our code should be vectorised. The pseudocode to estimate the parameters β is shown below:

Function estimate_parameters:
Input: feature matrix X, labels y
Output: vector of coefficients b
Code:

INITIALIZE learning_rate and num_iterations
CALL get_x_tilde on X RETURNING x_tilde
INITIALIZE b with size x_tilde
# Gradient ascent
FOR i in range(num_iterations):

gradient = matrix_product(transpose(x_tilde) and [y - logistic(x_tilde * b])
b = b + learning_rate * gradient

ENDFOR
RETURN b

The learning rate parameter η is chosen through trial and error. We should lower the learning rate when
there are fluctuations in the log-likelihood, or the gradient itself, over iterations. This means the learning rate
is too large and the change in gradient is not monotonic. There is a chance the gradient may not converge.
On the other hand, we should increase the learning rate if the log likelihood does not plateau over a large
number of iterations.

4 Exercise c)
In this exercise we visualise the dataset in the two-dimensional input space displaying each datapoint’s class
label. The dataset is visualised in Figure 1. By analising Figure 1 we conclude that a linear classifier may
not be able to classify the dataset well because the data has a non-linear distribution.

5 Exercise d)
In this exercise we split the data randomly into training and test sets with 800 and 200 data points, respec-
tively. The pseudocode from exercise a) is transformed into python code as follows:

def fit_w(X_tilde_train, y_train, X_tilde_test, y_test, n_steps, alpha):
w = np.random.randn(X_tilde_train.shape[ 1 ])
ll_train = np.zeros(n_steps)
ll_test = np.zeros(n_steps)
for i in range(n_steps):
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Figure 1: Visualisation of the data.

Figure 2: Learning curves showing the average log-likelihood on the training (left) and test (right) datasets.

sigmoid_value = predict(X_tilde_train, w)
w = w + alpha*np.dot(X_tilde_train.T, (y_train - sigmoid_value))
ll_train[ i ] = compute_average_ll(X_tilde_train, y_train, w)
ll_test[ i ] = compute_average_ll(X_tilde_test, y_test, w)
# NOTE: although ll_test is calculated here, it is not being optimized
print(ll_train[ i ], ll_test[ i ])

return w, ll_train, ll_test

We then train the classifier using this code. We fixed the learning rate parameter to be η = 0.001 . The
average log-likelihood on the training and test sets as the optimisation proceeds are shown in Figure 2. By
looking at these plots we conclude that the linear logistic model does not have a good performance. The log
likelihood of the training set plateaus at -0.610 and that of the test set plateaus at -0.679. This means that
the likelihood is only exp (−0.679) = 0.507, a poor result.

Figure 2 displays the visualisation of the contours of the class predictive probabilities on top of the data.
This figure shows that the line of 0.5 separates the figure into two regions: a region with more blue than red
dots above and a region with more red than blue dots below the line. However, there are still a significant
number of red dots above the line and blue dots below the line. This indicates that the linear model is unable
to classify the non-linear data accurately due to the non-linear boundaries between the data.

On a side note, through exploratory analysis and learning of the lecture materials, the gradient vector is
expected to be orthogonal to the linear model’s decision boundaries.
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Figure 3: Visualisation of the contours of the class predictive probabilities.

Avg. Train ll Avg. Test ll
-0.610 -0.679

Table 1: Average training and test log-likelihoods.

ŷ
0 1

y 0 0.69 0.31
1 0.36 0.64

Table 2: Confusion matrix on the test set.

6 Exercise e)
The final average training and test log-likelihoods are shown in Table 1. These results indicate that the
performance is poor. It is expected that the training set might have a higher log likelihood than the test set.
The log-likelihood is largely similar but the training set’s log likelihood is higher than that of the test set,
indicating potential overfitting.

The 2x2 confusion matrices on the and test set is shown in Table 2. By analysing this table, we conclude
that our false negative rate is 31% and false positive rate is 36%. In total, this gives a F1 score of 0.67, which
is a suboptimal performance.

7 Exercise f)
We now expand the inputs through a set of Gaussian radial basis functions centred on the training datapoints.
We consider widths l = {0.01, 0.1, 1} for the basis functions. We fix the learning rate parameter to be
η = {0.01, 0.001, 0.0001} for each l = {0.01, 0.1, 1}, respectively. Figure 4 displays the visualisation of the
contours of the resulting class predictive probabilities on top of the data for each choice of l = {0.01, 0.1, 1}.

Figure 4: Visualisation of the contours of the class predictive probabilities for l = 0.01 (first), l = 0.01 zoom
in (second), l = 0.1 (third), l = 1 (fourth).l = 0.01 has the smallest boundary, reflecting overfitting.
.
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Figure 5: Extra figure: Learning curves showing the average log-likelihood on the training (left) and test
(right) datasets expanded by radial basis functions .

Avg. Train ll Avg. Test ll
-0.004 -0.655

Table 3: Results for l = 0.01

Avg. Train ll Avg. Test ll
-0.066 -0.39

Table 4: Results for l = 0.1

Avg. Train ll Avg. Test ll
-0.198 -0.224

Table 5: Results for l = 1

8 Exercise g)
The final final training and test log-likelihoods per datapoint obtained for each setting of l = {0.01, 0.1, 1} are
shown in tables 3, 4 and 5. These results indicate that l = 0.01 produces good performance on the training
set with log-likelihood ratio of -0.04 but a very poor performance on the test set with log-likelihood of -0.655.
This indicates there is a strong overfitting on the training set.

Setting l = 0.1 improved the performance on the training set from -0.655 to -0.39, but it still resulted a
certain degree of overfitting because the the log-likelihood on the training set, -0.066, is much higher. The
overfitting can also be observed in Figure 5; in Figure 5, the log-likelihood of the test set decreases after
about 200 iterations even though the log-likelihood of the training set keeps increasing. This indicates the
data is being overfitted on the training set.

When l is set to 1, the test set log-likelihood is further improved and much closer to the log-likelihood on
the training set. This indicates negligible overfitting and improved performance.

Confusion matrix
The 2 × 2 confusion matrices for the three models trained with l = {0.01, 0.1, 1} are show in tables 6, 7

and 8. After analysing these matrices, we can say that the performance on l = 0.01 is the worst because of
overfitting. As discussed later, the low width l results in a very narrow probability contours. This means the
boundary condition is very strict, hence the higher true negative rate. However, this resulted in a very high
false negative rate. This has a F1 score of 0.68, a performance similar to the linear classification. Its high
false negative rate made the algorithm impractical for use.

When l = 0.1, there is less overfitting and the algorithm achieved a higher true negative rate to l = 0.01.
This has F1 score of 0.87. However, the performance on true positive rate has decreased quite a lot. l = 1
achieved a good balance between specificity and sensitivity. This has a F1 score of 0.91 and has the highest
performance among all three ls.

Comparison with original inputs
When we compare these results to those obtained using the original inputs we conclude that the kernel

transform using radial basis function (RBF) can achieve a generally higher F1 score, especially when the
dataset itself is non-linear in the original space. However, this requires a good width l to be found. When
l = 0.01, although the F1 score of RBF transformed input is slightly higher than the original input (0.68 vs
0.67), the RBF transformed input results in a high false negative rate and made it equally impractical for
use.

Discussion of radial basis functions
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ŷ
0 1

y 0 0.97 0.03
1 0.90 0.10

Table 6: Conf. matrix l = 0.01.

ŷ
0 1

y 0 0.84 0.16
1 0.09 0.91

Table 7: Conf. matrix l = 0.1.

ŷ
0 1

y 0 0.90 0.10
1 0.08 0.92

Table 8: Conf. matrix l = 1.

Figure 6: Extra figure: Visualisation of the contours when l = 5 to show underfitting .

Radial basis functions serve as a kernel function that transform the input data into a infinite multi-
dimensional space. This allows a good linear boundary to be found at a high dimensional space. When this
boundary is transformed back to the 2D space, it is visualised as the probability contours in 4. l is the width
in the radial basis function. A small width results in the transform of each data point to take into account
a very small subset of data around the data point. This can result in overfitting, as explained later. On the
other hand, when a large width is used (l = 5), the result results in a nearly straight probability contour
similar to the original input and is arguably suboptimal, as shown in Figure. 6.

9 Conclusions
A dataset with 2 classes separated by non-linear boundaries was investigated using a linear logistic classifier.
The code used for this report can be found here.. The original input did not produce a good result, but trans-
forming the input into high-dimension space using radial basis functions (RBF) resulted a good performance
at F1 score of 0.91 with higher true positive and negative rate. This result is achieved at a RBF width of
l = 1. The importance of the width was observed as a lower width results in overfitting and a higher width
results in underfitting.

It should be noted that while we have chosen 0.5 as the threshold, a different threshold could be chosen
based on a different prior. This is the advantage of a probabilistic approach that also gives us the confidence
of the algorithm’s decision.

This report has limited its investigation on 2-dimensional data. Although the principles will apply to
higher dimension of data, the difficulty of visualising probability contours in the higher dimensions should be
noted. In these situations, it might be plausible to use dimensionality reduction techniques as such Principal
Component Analysis or umap to interpret the distribution of data.

Our lab only investigated linear logistic regression for thoroughness. Tree-based algorithms such as random
forests may be a better choice for some dataset and many automl packages, such as auto-sklearn have been
developed to test a number of algorithms and hyperparameters. Investigating other algorithms performance
would be a good practice in real-life projects, which could explain the popularity of some automated machine
learning libraries.
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