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Introduction 

Vision is arguably the most important sense. 

Computational modelling of visual coding can 

contribute to our understanding of the visual 

system and potentially spur development in 

the field of computer vision. Two visual coding 

mechanisms were investigated in this paper: 

compact coding via principal component 

analysis and sparse distributed coding. The 

results from these mechanisms were 

compared with the biological model of visual 

coding.  

Methods and results 

Data 

Four sets of images were used in this lab. A1 

Image sets I1 is a set of text messages, which 

may be considered natural given it exists in the 

real world. However, the visual system is not 

well adapted to text data. I2 is a natural image 

and I2w is a whitened version of I2 with 

equalised variances in different directions. I3 is 

an artificial image set generated by assigning a 

random intensity to each pixel. EOA Plotting 

the intensities of adjacent pixels of natural 

images at random locations shows that the 

natural images are highly correlated, which 

suggests the nearby pixels share similar 

intensities. This enables efficient coding of 

natural images.  

Each image can be represented by a vector 

with each element representing the intensity 

in that pixel. 256 pixels will be randomly 

extracted from each image.  

Principal Component Analysis (PCA) for 

Compact Coding 

 

Figure 1. 2-pixel images represented without error if V1 
had a single neuron representing the top principal 
component 

 

Figure 2. PCA performance on datasets A and B. In 
Dataset A, multiple PC1 and 2 could have been drawn 
because the data looks randomly distributed in a circle. 
In dataset B, PC1 and 2 could potentially be in a different 
order, depending on the exact Euclidean and variance 
calculated. This reflects the limitations of PCA. 

A7 Principal components (PC) are a sequence 

of unit vectors where each vector represents a 

line that best fits the data while being 

orthogonal to all previous vectors. In this way, 

each PC will extract maximum variance in the 

image independent of the variance extracted 

before. 

PCA decomposes the intensity of pixels (image 

space) into orthogonal dimensions (PC space). 

Each dimension is represented by a vector (PC) 

that extracts the maximum variance in the 

image independent of the variance extracted 

before. EOA  

 



A couple of 2-pixel images were draw in 

Figure 1 that would be represented without 

error if V1 had a single neuron representing 

the top principal component. Performance on 

Datasets A and B were drawn in Figure 2. The 

main limitations of PCA are its inability to 

effectively decompose images that are not 

linearly correlated.  

 

  

 

Figure 3. First three PCs and filtered images of I1 

 

The percentage of PCs required to account for 

90% of the variance in the image is thus a 

measure of how much of the variations are 

along certain orientations in the image. In 

Image Set 1. A2 101 - 104 Principal 

components are needed to account for 90% of 

the variance. It should be noted that this 

number varies because a subset (256) of the 

pixels were randomly selected to calculate PCs. 

EOA A3 The image features selected by the 

bases are interpretable, as shown in Figure 4.  

 

Figure 4. Interpretation of the first 3 basis functions of 
Image set I1 

EOA A5 In Set I3, the image features selected 

by the bases are NOT interpretable, as shown 

in Figure 6. As I3 contains artificial images, the 

information in the image did not have a 

specific orientation. This means top PCs will 

not effectively capture the variance in the 

image, which is corroborated by the fact that 

193 PCs were required to account for 90% of 

the variance. EOA A6 In Set I2, the image 

features selected by the bases are 

interpretable because they reflect the 

orientation with greatest changes in intensity, 

as shown in Figure 5. I2 contains natural 

images that have natural variations in pixel 

intensities along certain orientations. This is 

effectively captured by the PCs. Thus only 15 

 

Figure 5. First three basis functions of I2 
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PCs were required to account for 90% of the 

variance. EOA   

Figure 6. First 9 PCs and filtered images of I3 

Comparing PCA and human vision 

Cells that primarily respond to oriented edges 

in the primary visual cortex are known as 

simple cells. A8 PCA share some similarities 

with simple cell’s receptive fields. Firstly, like 

the simple cell’s lateral inhibition, PCA also 

exhibits an excitation-inhibition relationship. 

This implies that the basis function of the PCA 

acts like simple cells and respond best to 

differences in intensity.  

However, unlike simple cells’ linear bandpass 

filter, the basis function has multiple 

excitation/inhibition layers. This difference 

becomes more significant for higher order PCs, 

as shown in Figure 7. Besides, the basis 

functions are not sensitive to spatial size, nor 

do they have localization of active regions in 

the receptive fields like the simple cells do. 

Rather, the basis functions respond to features 

in the whole image. Therefore, PCA is not 

entirely like simple cells. EOA 

 

A9 On a higher level, more comparisons could 

be done between PCA and the visual cortex 

receptive field. In addition to simple cells, 

visual cortex also has complex and 

hypercomplex cells that respond to orientation, 

motion, direction and length (hypercomplex 

cell only) of the object. The same argument 

exists as before that higher order PCA basis do 

not resemble a filter for a specific orientation 

(Figure 7). Besides, it is impossible to interpret 

the location from the basis function. The 

response of the neuron is also unlikely to be a 

2D convolution, as this can be computationally 

expensive. On the note of computational cost, 

PCA itself does not reduce the size of the 

images when all PCs are preserved. The 

activation of neurons shown in matrix A may 

be too costly to be implemented, as this means 

a large number of neurons need to activated at 

the same time. Therefore, PCA is unlikely to 

represent the visual cortex’s receptive fields.  

 

There are also limitations to this comparison: 

as the images used are black-and-white and 

static, we are unable to compare whether PCA 

captures the direction of motion similar to 

visual cortex. A wider variety of images (and 

videos) could be used for future simulations. 

EOA 

 

Figure 7. Top 8 PCs of Image set I1, where the 
resemblance to visual cortex's receptive fields decreases 
for higher order principel components 

Sparse distributed coding  

Due to the limitations of PCA as a model for 

vision, we introduce the idea of sparse 

distributed coding. This is achieved by adding a 

penalty term against dense activation matrix A 

to the original reconstruction cost in PCA.  
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A gradient descent algorithm will be used to 

minimize the cost regarding A and B iteratively. 

To improve computational speed, matrix 

operations will be used. For example, the 

reconstruction cost with regard to B can be 



modelled as 𝒞 =  Tr(EE⊤) / 𝐾  +  const, 

where E stands for S- AB. The gradient of the 

cost can be derived as such: 

A10  

EOA 

A11 However, the native gradient descent 

algorithm’s optimization of A causes A value to 

decrease because it is the only term in the 

sparsity penalty. To minimize S – AB, B has to 

increase without bound. EOA To avoid this 

situation, B must be normalised. A12 

Normalizing B with A prevents the cost being 

minimized mostly through minimizing the PCA 

cost. This prevents B from increasing without 

bound and ensures a lower cost is achieved 

through substantial increase in sparsity in A, 

rather than through minimizing all values in A.  

Comparing sparse coding with PCA and vision 

 

Figure 8. Sparse coding basis function to I2 (a) and I3 (b) 

Sparse coding resulted in distinct basis 

functions as compared to PCA. This difference 

is most notable in artificial image set I3. A13 In 

Figure 8b, each basis function corresponds to 

the presence or absence of a specific pixel in 

the image. This supports our understanding of 

sparse coding to only be activated by the most      

significant set of features. In contrast, PCA tries 

to find order in all pixels. This is futile because 

I3 is generated by adding random dots of a 

certain greyscale on a white background. EOA 

Similar differences can be observed in a 

whitened version of I2. A14 In Figure 8a, the 

basis functions have bandpass receptive fields 

with distinct scales. This shares the same 

mechanism as visual receptive fields. PCA tries 

to decompose the variation across the entire 

image, but sparse coding focuses on a localised 

feature. EOA 

Discussion 

PCA as a whitening mechanism 

Compared with I2, I2w’s variance in different 

directions have been equalised (i.e., whitened). 

This can be achieved by PCA. BA1 Concretely, 

each image can be decomposed into the 

eigenvectors (principal components) and 

eigenvalues, where eigenvalues can be 

represented by a covariance matrix. To 

equalize the variations, the projection of the 

images onto each eigenvector can be divided 

by the variance along that vector. This results 

in uncorrelated PCs with unit variance. When 

this is projected back to the image space, the 

images are effectively whitened. 

Mathematically, this can be represented as 

𝐼j = ∑ (Iij-m)Bii=1 /𝜆i , where 𝐼j  is the image 

along row j, m is the mean value of the image, 

Bi is the principle component, and 𝜆i  is the 

variance along PC i. Practically, this needs to be 

done on small patches of images and 

reconstructed to form the original image, 

because the image space is vast. EOA 

Measuring sparsity  

BA2 A good measure of sparsity is the Gini 

index[1]. Alternatively, it can be measured 

natively as the inverse of the penalty for 

sparsity. The sparsity of optimized A was 

compared between compact and sparse 

coding: the sparsity of matrix A in sparse 

coding was a few magnitudes lower. In 

addition, by modifying the function 

sparseopt()to return A from 

optimal_A(), it was observed that the 

sparsity of A has a downward trend in sparse 

coding, but not in compact coding. EOA 

Image reconstruction quality  

The quality of image reconstruction can be 

measured quantitatively and qualitatively. BA3 

a b 



Qualitatively, it can be seen from Figure 9 that 

the reconstructed images are largely similar. 

Quantitatively, mean squared error (MSE) can 

be calculated between the reconstructed 

images and the original images. The lowest 

MSE is at 0.09 while the highest MSE is at 7.3.  

Image set I3 has lower quality of construction 

both qualitatively and quantitatively for two 

reasons. First, the basis function of I3 was 

generated through only 350 iterations. Second, 

I3 is captured less effectively by the sparse 

code because it is an artificial image. EOA 

 

Figure 9. Sampled image I2 (a) and reconstructed (b) 

Conclusion 

Through investigating the compact and sparse 

coding algorithms, we found that sparse 

coding shares the most similarities with the 

biological models of vision. Compact coding via 

PCA is able to approximate the receptive field 

for low order PCs, but its higher order basis 

functions do not resemble the visual cortex 

receptive fields. Biologically, sparse coding 

may be able to provide a higher signal to noise 

ratio by not attempting to represent the whole 

image. It will improve energy efficiency and 

localization of the features as well.  

 

There are several limitations to the current 

study. First, the set of images we test on is not 

representative of the moving, colourful world 

that eyes were adapted to. Thus, future 

experiments on coloured videos could be 

performed. Second, all our computational 

models assume noiseless activation. However, 

biological neurons can undergo simultaneous 

activation. It would be meaningful to simulate 

the perception of these images, which requires 

further denoising and computation 

considering prior probabilities.  
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Appendix  

def cost(A, B, S, lambd, sigma): 

    err_1 = S - np.matmul(A, B) 

    np.trace(err_1) 

    err = np.sum(err_1**2)  

    sparsity = lambd * np.sum(np

.log((A/sigma)**2 + 1)) 

    k = np.shape(A)[0] 

    c = (err + sparsity )/k 

    return(c, err, sparsity) 

 

def dcost_A(A, B, S, lambd, sigm

a): 

    dc = 2*A @B @ np.transpose(B

) - 2 * S @ np.transpose(B) + 2*

lambd*A / (A**2 +sigma**2) 

    k = np.shape(A)[0] 

    dc = dc/k 

    return(dc) 

 

def dcost_B(A, B, S, lambd, sigm

a): 

    dcost = (2*A.T@A@B - 2 * A.T

 @S) 

    k = np.shape(A)[0] 

    dcost = dcost/k 

    return(dcost) 
 

 

 


